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Abstract

This paper describes research that investigatesttbheture of human vowel systems through individ-
ual learning and self-organization. A populationagents that have to learn to imitate each other ha
been implemented. The agents can interact with e#fedr through so-called imitation games: struc-
tured exchanges of sounds from which they can lbaam to improve their repertoire of sounds. The
architecture of the agents, the way they producepsnceive sounds and the workings of the imitation
game are described in some detail. The resultsmdrements with artificial agents show that reddist
vowel systems can be learned. Then it is desciilszd the system can be extended to work with real
signals and it is indicated that the results oletdiim this way are similar to the ones obtainedh e
first system. It is also demonstrated that it isgdole to learn vowels from a human speaker. Riria#
relation to other linguistic work into the struatusf vowel systems is described.
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1. Introduction

The purpose of the research described in this paperinvestigate the role of self-organisatiorei:
plaining the regularities that are found in thermbsystems of the world’s languages. This is stlidie

a population of agents that develops a systemaeddpsounds. The agents start out without knowledge
of speech sounds. They can randomly add sound®ioitventories of speech sounds and they can
learn sounds from other agents. Their aim is talile to imitate the other agents as well as passibl
The learning task of each individual agent is therfind out through linguistic interactions which
sounds the other agents distinguish.

Let us first consider the linguistic aspects okthesearch. Finding out which sounds another agents
distinguishes is finding out which setmifionemeshat agent has. The set of phonemes of a langsage
the set of speech sounds that can distinguish mgsarif words. For example, the /t/ and the /d/ in
English are phonemes, because they can make amead different things: /to/ and /do/ are different
words in English. However, the languages of theldvall have different sets of phonemes. For exam-
ple, Indian languages like Hindi often make didiimts between aspirated and unaspirated sounds,
something which English does not do. For examéé! /(beat) contrasts with"&/ (plate) and /dal/
(lentil) (Ladefoged and Maddieson, 1996). On thet@y, other languages, such as many Australian
aboriginal languages, make no distinction betwé&esmd /d/ (Blake and Dixon, 1991: p. 9). For vosvel
one can find similar patterns.

A system that finds out which sound variations apée to distinguish meaning and which variations
are not could automatically learn the set of phoe®iof a language. Building a system that does this
for all possible speech sounds is a very hard prolthat requires a general articulatory speechsynt
siser and a realistic model of human speech péaorepalthough a lot of research has been done on
these subjects (see e.g. Mermelstein 1973, Coopér E976, Liberman et al. 1976 and Maeda 1989) a
system like this cannot be built in a single stépwever, building a system that works only for viésve

is a good first step. It would seem unlikely, frantinguistic point of view that vowel systems cam b
studied independently from the phonetic contextatiich the vowels appear, as it is well known from
historical linguistics (Hock, 1991) that vowel clg@s are conditioned by the speech sounds (especiall
other vowels) that surround these vowels. Howethere is also evidence that the production of vow-
els can be considered independently from the ptamuof consonants. Research by Ohman (1966)
has indicated that vowel-consonant-vowel sequeneesbe modelled as a transition from the first
vowel to the second vowel with the consonantalugessuperimposed. This would mean that vowels
are more or less autonomous from consonants. ftisdtes that it is possible to investigate vowel
systems in isolation, although by disregardingitifkiences of phonetic context on change, no accu-
rate model of historical change will be obtained.

Vowel systems (and also consonant systems, butilveat discuss these further) of the languages of
the world show some remarkable recurring structubdthough the human auditory system is able to
make very subtle distinctions between different gtsywwe find that usually only a very limited num-
ber of the possible vowel distinctions is used,egally maximising the possible distances between th
vowels within a system. For example, if a system thaece vowels, they will usually be [i], [a] and,[

not [i], [e] and [a]. If a system has five vowetlsey will usually be [i], [€], [a], [0] and [u]. Té&se vow-

els happen to be spread out maximally in the abigilacoustical space. Also if the number of vowels
in a language exceeds nine or so, the number otlotends not to be increased further, but other
mechanisms, such as nasalisation or lengtheningthef vowels will be used to distinguish them
(Schwartz et al. 1997a). There are good functiexplanations of these phenomena, such as articula-
tory simplicity (Carré, 1995) articulatory distineness (Lindblom et al. 1984, Boé et al. 1995,
Schwartz et al. 1997b) or stability (Stevens, 198Bjch we will discuss in somewhat more detail in
the related work section. Although these functiaagllanations do give us an insight into why vowel
systems are the way they are, they do not tellousthese systems are obtained in a populationnef la
guage users. No individual language user does plici#optimisation of the vowel system he or she
uses, but collectively languages seem to prefamaptvowel systems. This implies that the optimisa-
tion is an emergent phenomenon, caused by thetifattall language users have to learn the sound
system under sub-optimal conditions. More optinsalrsl systems will thus have the advantage.

This idea fits in with the theories of Luc Steetscerning the origins of language. Steels (Std€IS85,
1997) says that human language is the result @ifeosyanising process of cultural evolution. The
workings of this process are quite comparable tsehof biological, genetic evolution. Both can in-
crease complexity and create innovation. For thikappen variation and selection are needed. In ge-
netics variation is caused by (among other thimgsjation, in language it is caused by invention of
new words and expressions, by erosion of alreadstieg ones, or by imperfect imitation (Hopper &



Traugott 1993, McMahon, 1994, Steels 1997). Seladti biology is determined by the successfulness
in creating offspring; in language it is determinggl communicative success. With communicative
success Steels (1995) means the success of aghigMim communicative goals (in Steels' case indi-
cating spatially located objects, in our case itimitathe sound of the other speaker) with minimum
effort. We can illustrate how this would work intagal language with an example from the history of
English. At a certain stage, English lost its cas@king. This made it more efficient to produce the
language (minimisation of effort), but made it herdo understand (less communicative success), be-
cause one could no longer derive from the form orfds their function in the sentence. This was reme-
died by using a fixed word order for indicating tmain grammatical functions and by using preposi-
tions to indicate other functions.

A first attempt to test self-organisation in a plapion of language users as a possible explan&tion
the regularities in vowel systems was made by HeBl@tin and others (Glotin 1995, Glotin and
Laboissiére, 1996, Berrah et al. 1996) indepengenitthe theories of Steels. However, their system
was limited by the complexity of their articulatonyodel which prevented them from doing experi-
ments with sufficiently large populations (theirputation was limited to five agents). Also, theyl di
not make a clear separation between inheritancgeogtic characteristics across generations and
learningwithin the agents, so that it was not clear which pathefdevelopment of the vowel system
was caused by evolution and which part was caugelkdrning. Their system will be described in
somewhat more detail in the section on related work

In the system presented here, a population of agbat do not evolve in any genetic way was used.
The agents try to imitate each other as well asiptesby learning each other's sets of vowel sounds
At the same time they can introduce new vowelsh(&ifow probability) in order to increase the com-
plexity of their sound systems. The agents are #bleroduce and perceive sounds in a human-like
way. They start out empty, without any knowledgewtbvowels and without a bias towards any lan-
guage. Their learning task is to find the vowel pédrmes the other agents use by observing and imitat-
ing the sounds the other agents produce. They tlonty classify the sounds in terms of a givenddet
vowels, they also have to find the classes (vowalsyhich the sounds should be classified. The only
information the agents can use for this is theacaunds they observe and a feedback signal dlyat s
whether the imitation was successful or not antlithgenerated by the agent they are trying toatait

By playing imitation games and by creating, copyargl shifting vowels according to the success or
failure of the imitation games, the agents evehtudédvelop a set of vowels. All agents will end up
with the same number of vowels and these vowelssaiind (approximately) the same for all agents,
so the imitation games will almost always be susftesFurthermore, the sets of vowels that appear
are similar to the sets of vowels one finds in harl@aguages. The process works robustly and works
for a wide range of parameters and levels.

In the next section of this paper, we discuss figamsation of the agents and the imitation game. |
section 3 the results of the imitation games aesgmted. In section 4, we discuss what has to be
changed in order to use real signals and to leam human users. In section 5 we give indications
how the system can be extended in different waysng other things to work with syllables and con-
sonants. In section 6 we discuss related workhénlast section some conclusions and a discus$ion o
the results are presented.

2. The agents and the imitation game

The agents are equipped with an articulatory synske for production, a model of human hearing for
perception and a prototype list for storage of Miew€he architecture of an agent is illustratefignre

1. All the elements of the agent were constructeldet as humanlike as possible, in order to make the
results of the research applicable to researciguistics and in order to make it possible to trse

agents to learreal human vowels.

symmess]
andAc is the set of possible acoustic signals. In thstesy
heightandrounding Position corresponds (roughly) to the positiohaf highest point of the tongue in

An agent can be considered a 3-tupleSV) where S is
Control /N\\pn-verbal feedbac
valuatigp

presented in this section the set of possible wWations is

the front to back dimension, height correspondthéovertical distance between the highest parhef t
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the synthesis function, D is the distance measoué/as the
agent’s set of vowels. The synthesiser functioa fanction
S: Ar® Ac, whereAr is the set of possible articulation

the set of tuplesp( h, r) wherep, h, r T [0,1F. Parameterp,

handr are known as the major vowel features (Ladefoged figyre 1 :Agent architecture.
and Maddieson, 1996: ch. 9). They are the vovasition



tongue and the roof of the mouth and rounding epwads to the rounding of the lips. Position zero
means most fronted, height zero means lowest (marilistance between tongue and roof of mouth)
and rounding zero means that the lips are not redirad all and thus maximally spread. The parameter
values for the high, front, unrounded vowel [ijcbuas in “leap” would be (0,1,0). For the high, bac
rounded vowel [u], such as in “loop” they would igl,1). For the low, back, unrounded vowa |
such as in “father” they would be (1,0,0).

The set Ac of possible outputs of the synthesigsection consists of 4-tuple&{, F,, Fs, F4) whereF;,

Fa, F3, F4 1 R are the first four formant frequencies of the gatetl vowel. These formant frequencies
correspond to the peaks in the power spectrume¥tiwel. They can be used to generate the vowel
acoustically. When agents communicate among edwdr,dhey only exchange the formant values, and
do not bother to generate a real signal to redaeeatount of computations needed. They do add a
certain amount of noise, however. This noise cémsirandomly shifting the formant frequencies up
or down, according to the following formula:

1)F, - §+ Noisé%o
e

U(- 0505)%, .
%)

In which U(-0.5,0.5) is a random number drawn from the unifafistribution between —-0.5 an 0.5,
Nois&% is the noise percentage @ndepresents all formants.

The formant frequencies are generated by a thraeerdiional quadratic interpolation between eighteen
data points that have been generated by a realilatiory synthesiser at the Institut de Communicati
Parlée in Grenoble (Maeda, 1989, Vallée , 1994,16@2-164). The formant values for [i] would be:
(252, 2202, 3242, 3938), for [u]: (276, 740, 213306) and for Al: (703, 1074, 2356, 3486). An im-
portant property of the synthesis function is ih& easy to calculate the formant frequenciemftbe
articulatory description, but that it is very hdadcalculate the articulatory description from #ous-

tic description directly.

With this synthesiser almost all possible basic elswcan be generated. In real speech however, all
kinds of modifications of vowels, such as lengting and nasalisation can be used. Phoneticians usu-
ally consider these modifications “secondary fezdlr(Ladefoged and Maddieson, 1996). The main
characteristics of vowels are determined by theghmajor features. Secondary features were therefor
not modelled in the research presented here. Tiglified the implementation of the synthesis func-
tion and the imitation game considerably.

A vowel v is a 4-tuple dr, ac, s, u), wherear T Ar is the articulatory prototypaci Acis the acoustic
prototype ands, u T N are the success and use scores, (which will biaierg with the imitation
game) respectively. The vowels are representedaistppes, not with necessary and sufficient condi-
tions that define the extent of a vowel. This segmheebe both a realistic and computationally effect
way to represent vowels. When one provides humajests with a number of stimuli (e.g. changing
formant patterns) that differ continuously in ora¥gmeter (e.g. the starting value of one of thenfot
frequencies) then the subjects will analyse ongeaof the parameter as one phoneme (e.g. /d/) and
another range of the parameter as another phoremé'd/)(Cooper et al. 1976, Liberman et al. 1976)
There is hardly a region where the subjects arerenabout which phoneme to assign the stimulus to
(although subjectare influenced by context). This indicates that peoafalyse speech sounds in
terms of prototypes, not in terms of necessarysaifficient conditions. In other parts of languagach

as syntax and semantics prototypes appear to beagssell (Comrie, 1981).

An agent’s vowels are stored in the ¥etwhich we will call the vowel set. When an ageatides it

has encountered a new vowgl,,(we will describe below how and when this is dedidét adds both

the acoustic and the articulatory descriptions,gftoV: V = VE v, . A soundA that that the agent

hears will be compared with the acoustic prototypesof the vowelsv in its vowel set, and the dis-
tance betweeA and allac, (v1 V) is calculated using the distance functionAg*® R (which will be
described below). It will then assume that it heognised the vowele. with the minimum distance to
A

2){vrec|vrecT V C@%v,: (v,1 VCD(Aag,)<D(A acv,ec))}

It should be stressed that the acoustic represemsadf the vowels are just stored in order to ease
the number of calculations needed for vowel rediagmi Whenever an agent wants to say a vowel to
another agent, it takes thagticulatory prototype from the list and transforms it into asoustic repre-
sentation using the synthesis funct®rit does not use the acoustic prototype.

The distance measure is different for the two systdescribed in this paper. We will describe tlee di
tance measure for the system that does not wotknedl signals in this section. The distance measur



for the system that works with real signals is dégd in section 4. The distance between two vowels
is determined by using a weighted distance in thE,Fspace, where Fis the frequency of the first
formant (expressed in Bark, a logarithmic frequescgle) and § is the weighted average of the sec-
ond, third and fourth formants (also expressed @nkB). This distance measure was first defined by
Mantakas et. al (1986) and is also described inesdetail in Boé et al. (1995) The weighted average
of the highest three formant frequencies is catedlas follows: if the distance between the secomt
third formant is higher than a critical value (cango be 3.5 Bark) than,’Hs taken to be the second
formant. If the distance between the second amd tbrmant is less than the critical distance, thet
distance between the second and the fourth formanbre than the critical distance, thenib taken

to be the weighted average of the second and trek firmant, where the formants are weighted ac-
cording to their relative strengths. If the distatetween the second and the fourth formant islesso
than the critical distance, ther’ ks taken to be the weighted average of the se@tithe third for-
mant if the third formant is closer to the secoodrfant than to the fourth. If the third formancleser

to the fourth, F2' is taken to be the weighted agerof the third and the fourth formant.

As our synthesiser does not calculate the strengfththe formants, another way of calculating the
weighted average had to be used. The weights ifumgtion are not based on the strengths of the for
mants, but on their distance. This is physicallBugible, as the strength of the formants usualbpsir

as their frequency gets higher, and as the distanttee previous formant gets bigger.

Now two weights can be calculated:

Yw, = c- (F- Fp)
c
4)W2 - (F4' Fs)' (Fs' Fz)

F- F,

Wherew; andw, are the weightd;,-F, are the formants in Bark aweds the critical distance.
The value of ¥ can now be calculated as follows:

F,, if F,- F,>c
(2- w)F, +wF,

, if F5- F, £ candF,-F,>c

i
'r
'r
¢_1 2
5) F,'=iw,F, +(2- w,)F .
i 22 5 22-3.1, ifF,-F,£candF,- F,<F,- F,
|
%(2' Wz)';SJ'WzF“ -1, ifF,-F £candF,- F,? F,- F,

The values of Fand k' for a number of vowels is shown in figure 2. Wancsee from this figure that
the distribution of the vowels through the acousmace is quite natural. However, as it is a 2-
dimensional projection of an essentially 4 dimenalcspace, not all distances between all phonemes
can be represented accurately. This is especlalycase with the distinction rounded-unrounded. Un-
fortunately this is difficult to avoid in any syste

The distance between two signasb I Ac can now be calculated using a weighted Euclidésn d
tance:

6)D(ab) = (F* - F2f +/(Fe - Fef

The value of the parameteiis 0.2 for all experiments that will be described.

With the synthesis function and the distance meathat have been described in this section, the
agents can produce and perceive speech soundwsay that is sufficiently human, so that the results

that are generated with this systems can be comparthe results of research into human sound sys-
tems.




The imitation game was designed for allowing therag to e o T
determine the vowels of the other agents and teldpva P
realistic vowel system. The imitation game is pthye a = Unrounded vowels | |
population of agents (size 20 in all the experiraepte- N b :
sented here). From this population two agents ikeg: an ’ A“
initiator and animitator. The initiator starts the imitation
game by producing a sound that the imitator hamttate. o 20 o¢ ,p s0
The exact steps of the imitation game are illusttan table
1. The initiator determines whether the imitaticange was 1s
successful or not. The imitation game is considdrethe
successful if the sound the imitator made was @eal\by A s
the initiator as the same vowel as with which @rtd the

game. Note that for the imitation game non-verkabback i ]
is needed to indicate whether the game was a suicres figure 2: Vowels in F1-F2' space
failure. If one draws the parallel with human conmica-

tion, the non-verbal feedback can be compared stuge or facial expression or the failure to achiav
goal. Making the imitation game dependent on natralecommunication might seem like introducing
a very unrealistic element in the agents’ learnirghuman children it is hardly ever directly inatied

that the sounds they produce are wrong. Howeverethre more indirect ways of discovering that the
right sound was not used, such as a failure toeaehihe desired goal of the communication. But our
imitation game abstracts from this and assumesettiaedback signal is somehow available. Variants
of the imitation game were this non-verbal feedbaels disposed with were tried as well. In that case
the agents needed to determine for themselves ehéthir imitations were sufficiently good. This
was done by checking whether the sound of the iimitaand the original sound were closer than a pre-
defined distance. From this variant of the imitatggame realistic systems emerged as well. However,
the use of a fixed distance is in contradictiorhviite openness of the system as to the numbenef vo
els. For systems with less vowels the allowabléadise should be bigger than for systems with more
vowels. As we cannot know this beforehand, theadist should be made adaptive. As this was not yet
investigated, the results of this system will netgresented here. We will return to it in the désgon

N
F2' (Bark)

L
+
o

table 1: Basic organisation of the imitation game.

initiator imitator

I (V=7m

Add random vowel t&

Pick random voweV from V
u:=u,+1
Produce signa; := ac,

Receive signah;.
If(V=4A)
Find phoneme{en, A1)
V:= VE Vpew
Calculateviec
Vi 1 VG @8V, : (v, TV CD(A,ac,) <D(A,aq,,..)
Produce signaly, := acyec

Receive signah,.

Calculateviec
Vi | VC B8, 1 (v, TV CD(A,,ac,,) < D(A,ac,,.)
If (Viec=V)
Send non-verbal feedbaskiccess
s=s+1
Else
Send non-verbal feedbadéilure.
Do other updates of. Receive non-verbal feedback.

UpdateV according to feedback signal.
Do other undates (V.

in section 5, however.



table 2: Actions performed by the agents.

Shift closer (v, A) Find phoneme( Vyew A) Update according to feedback signal
{ { {
Vpest:= V ar,=(0.5,05,05) Uyrec := Uyrec + 1
For (all six neighborsyeig, of v) do: ac, = S(ary) If (feedback signal succesp
If (D@C\/neigh A) < D(acvreo A) ) S = 0 Shift Closer(/rec’ Al )
Vbest-= Vneigh u=0 Surec = Surec + 1
V = Vpest Do Else
} Vinew .=V If( Uyred Sirec > threshold)
Shift closer{pem A) Find phonemefey A; )
until( v = View) V:=VE Voew
} Else
Shift closenfieq, Ar )
}

Depending on the outcome of the imitation game,itthitator can alter its vowel inventory. The way
this is done is described in table 2, together witumber of other routines that are used. Firstllpf
the use and success countands of the vowels that were used are updated. Thecasst u is in-
creased every time a vowel is used. The succes#t sds only increased if the imitation game in
which the vowel was used, was successful.

If the imitation game was successful, the vowet thas used for imitation is shifted a little cloger
sound more like the signal that was heard. Thadoise by finding the neighbour of this vowel whose
sound is closer to the signal that was heard. Bighbours of a vowel are the six vowels that diffgr

a certain small value, which was fixed to 0.03lIreaperiments described in this paper, in only ohe
the three articulatory parameters. The reasonisfsthift is as follows: if the imitation game wascs
cessful, the vowel that was used is the same asgotlvel that was used by the other agent. Shiftirg i
sound more like the signal that was just heardcemees cohesion in the population.

If the imitation game was a failure, however anthé vowel that was used had been successful in pre
vious imitation games (its use to success ratibigher than a certain threshold, set to be 0.8llin a
games presented in this paper) than the reasoththanitation game went wrong is probably not that
the vowel is at the wrong place. It is more likéhat the other agent had two vowels where this tagen
had only one. The confusion between the two vowalsed the imitation game to fail. It is therefare
good idea to add a new vowel which sounds likestbgal that was heard. This is done usingfiie
phonemerocedure, shown in table 2. Note that this is@tt a variant of hill-climbing.

However, if the imitation game was a failure and #owel that was used has a low use-to-success ra-
tio, the vowel was probably not a good imitationaofy other sound, so we can shift it without prob-
lems towards the signal that was heard in the Ittogaet will become a better imitation.

The phoneme is not thrown away. This is done inother updatesoutine, described in table 3. This
routine does three things: it throws away bad vewelich have been tried at least a minimum number
of timesof times (five times in all experiments ggated). Vowels are considered bad if their use-to-
success ratio is less than a threshold (0.7 iexgderiments presented). Also vowels that are tosec

table 3: Other updates of the agents’ vowel systems

Merge( vy, Vo, V) Do other updates ofV

{

{
If ( s/ug <Spluy) For (" vl V) // Remove bad vowels

S =St Su If (s/uy < throwaway threshold) u,> min. use}
Up = Uz + Uy Vi=V-v
Vi=V-v For (" vi1 V) // Merging of vowels

Else For { v (2T VUV, vy))
Si1=SatSe If ( D@c,, acy) < acoustic merge thresho)d
Uyp 2= Uyg + Uy Mergey, Vo, V)
Vi=V-v, If ( Euclidean distance betwesny, andar,, <

} articulatory merge thresholy
Merge(lll Vo, V)

Add new vowel tov with small probability.

}




in articulatory and acoustic space can be mergkis. i$ done in order to prevent a cluster of bad-ph
nemes to emerge at a position where only one gowgiwould be required. This has been observed
in experiments without merging. The articulatorgeghold for merging is the distance to a neighbour,
as described above (0.03). The acoustic thresloolchérging is determined by the noise level. If two
vowels are so close that they can be confusedébgdfse that is added to the formant frequendiey; t
are merged. The last change agents can make tostiveél inventories is adding a random new vowel.
This is done with a low probability (0.01 in allmiments presented). The values for the articpjato
parameters of the new vowel are chosen randomiy &ainiform distribution between 0 and 1.

The imitation game contains all the elements tmatreecessary for cultural evolution towards more
complex vowel systems. There are different meclmasisausing variation: the noise, the imperfect
imitations and the random insertions of vowels. édtimechanisms take care of selection: vowels are
only retained if they exist in other agents as wattherwise no successful imitations are possibfe
merging ensures that phonemes will stay aparthabgufficiently spaced vowel systems will emerge.
Note that all the actions of the agents can beopmegd using local information only. The agents do n
need to look at each other’s vowel systems directly

3. The results of the artificial imitation game

The most important result of the experiments wité artificial imitation game is that realistic vdwe
systems do emerge in the population of imitatingrégy One of these realistic vowel systems is shown
in figure 3. In this figure we see the vowel systeaf the twenty agents in the population. Almost
every agent has a vowel in the six main clusteasdhn be observed. As not all agents have exdtly
same vowel prototypes, the clusters are smearedauewhat. However, the distance between the
individual clusters is much larger than the siz¢hefclusters themselves. We can therefore saythbat
clusters represent the vowels that are used ipapelation. Note also that the acoustic spacedhat

be reached by the articulatory model (or by humass)ot

the complete square. From figure 2 one can gedea of the 10% noise / 4000 games
reachable acoustic space. This vowel system emeafied 16 1 F2 12 10 8
4000 imitation games. The noise level was 10% hedrést ‘ ‘ ‘
of the parameters are as stated in the previoutosedhe : Mt
agents’ vowels are plotted in the way linguistsalisuplot » [ul. L2
measurements of vowel systems. The first formaplated [l MK
on the vertical axis, the (effective) second fortrarplotted k‘

on the horizontal axis. The scales of both axesirarerted,
so that the positions of the vowels in the diag@nrelate ’
approximately with their articulatory positions the usual <4 ]
representation of phoneticians: with the frontha thouth to (E] ‘ ' L7
the left. The pronunciation of the different vowedsindi- A 8
cated in IPA-transcription. These realistic vowgktems

form very quickly. Usually the system arrives atealistic

vowel system within 4.000 imitation games for a plagion

of twenty agents. The emergence of a vowel systam figure 3 :Artificial vowel system.
roughly be divided in four phases which are illagtd in

figure 4. The first phase is when there are stj#ras that do

not have vowels in their vowel inventories, yetnAmber of different vowels are created at random,
and other agents imitate these vowels by seardbingjose matches. Other, to human ears very imper-
fect imitations take place when two agents thaehdifferent randomly created vowels take part in an
imitation game. As they only have one vowel in thespective inventories, the imitation games will
always be successful, although the sounds theyupeodiill sound wildly different. The first phase
usually lasts for a number of imitation games ibatbout equal to two times the population sizes Th
shape of the vowel systems is illustrated in thet frame of figure 4. It can be observed thatvbe-

els are still spread chaotically. The second plgsehen the agents’ vowels start clustering togethe
This happens inevitably, as for every successfitaiion game, a vowel will be moved towards an-
other vowel. This phase lasts perhaps a little dorilgan the first phase, but depending on thewidte
which new vowels are randomly created, more vowdlisbe added to the agents’ inventories. These
vowels will start to cluster around the same phianedlue for all agents. The appearance of multiple
vowels signals the beginning of the third phasanfie two and three). This phase lasts until thel-avai
able acoustic space is filled with vowels. This egs after approximately 3000—4000 imitation games
for a population of twenty agents. The vowel systéhat can now be observed in the agents are quite
natural (frame four of figure 4). This is the fdughase, in which the system remains. This does not
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figure 5 :Vowel systems for different noise levels.

mean that the vowel systems that emerge are caghpltable. Due to the inherent randomness of the
system, new vowels can still appear, old vowelsroarge, and the centres of vowel clusters cam shif
The vowel systems that emerge are never exactlyahe, but the positions of the centres of the Yowe
clusters are quite predictable. Also, the numberladters for a given parameter setting is pretleta
However, this number is dependent on the amoumbidfe added to the vowel articulations. This is
illustrated in figure 6. Note that for the case€26f6 noise many more imitation games were played tha
for the other noise levels. This was done becausaystem would stay stuck in a local optimum with
two vowels for some time, before settling downhe stable case of 3 vowels. It can be observed that
for higher levels of noise, there will be less visvend the vowels within a cluster for differeneats

will be further apart. This was to be expected. Whaery interesting from a linguistic point ofewy is

that the systems that appear are all typical vaystems that one would not be surprised to find in
human language. Of course, we do not mean to saythb number of vowels in a human language is
determined by a noise level. However, it is inténgsto observe that the most frequent vowel system
of human languages are also the final states sfsystem. This might indicate that similar processfe
self-organisation under functional constraints apein natural languages.

4. The processing of real speech

A number of assumptions have been made in thendsdascribed above. These are explicit assump-
tions, such as that the acoustic signal of the \®wan be represented by their formant frequencies
with some random shifts and that the human audggsyem works in the way that has been described
above. Also there are much more implicit assumpgtisuch as that the structure of vowel systems can
be studied independently of the phonetic contexwliich the vowels appear. Another rather implicit
assumption is that the acquisition of a vowel systan be studied as a stochastic process, i.e. that
picking agents and vowels at random is an acculasgeription of the real learning process. These im-
plicit assumptions will be discussed in the nexdtisa. We will first concentrate on the explicit-as
sumptions about the nature of the signals. In otddest the assumptions, it was decided to build a
system that works with real signals. The agentstigsisers were augmented with the ability to pro-
duce real sounds and the agents’ perception sywsraugmented with the ability 